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1. Overview



Backup and recovery has always been a very challenging field for most of the DBA's. It has become even more challenging with the introduction of VLDB, DSS and Data Warehousing applications. This paper discusses the challenges faced by the author in designing the recovery strategies for Very large databases. It also explains in details, the various recovery strategies which are extremely useful and have to be incorporated in the recovery strategies (apart from the standard , Hot Backup and Cold backup strategies).  Finally, it provides techniques for the Physical Database design for higher up-time and easy

administration.





Also, Very Large Databases (VLDB’s) will often require high availability, this need being brought about not only by business requirements but by the size and complexity of systems they run on which can increase the frequency of failure and by the sheer amount of time it can take to recover this amount of data.  Backup and recovery schemes also become complicated by these same aspects, especially by the amount of time it can now take to move this amount of data.  This paper also explores methods that help determine the availability needs of a VLDB system, how to best get that availability and how to recover from failures when they do occur, while keeping in mind the special needs of large systems.



2. Defining High Availability Needs



The high availability needs of a system can be loosely defined as the greatest crosspoint between the system up-time cost (which increases at a very rapid rate eventually reaching infinity as it approaches 100% up-time) and business downtime cost (which for simplistic case is uniform).



An example of this crossover is shown in � REF _Ref347051751 \* MERGEFORMAT �Figure 1�.  In this example the best point according to the given data would be 98.5% availability, with a lower availability being too costly in business downtime and higher availability being wasted hardware/software resources.



� EMBED Excel.Chart.5 \s ���

Figure � SEQ Figure \* ARABIC �1�

It is important when defining availability needs to differentiate between the needs at critical times and the needs for other periods with separate chart calculations done for each.  For example a system that needs to be up 99.9% during working hours (say 8am-6pm, M-F) could very well be down at all other times without any effect. Neither 99.9% availability nor 23.8%� availability point out the correct requirements.



Once the proper availability level(es) have been defined it is necessary to use the proper methods to reduce the system outage frequency and the duration of the outages.

3. Cost of Availability





Availability

Requirement�Acceptable

Downtime�Critical

Success Factor��6x16�All day Sunday and 8 hours/night�acceptable function and

performance��96% 7x24�14.6 days/year�on-line archiving��98% 7x24�7.3 days/year�99% proaction��99% 7x24�3.7 days/year�staged upgrades��99.5% 7x24�1.8 days/year�high-availability  cluster��99.8% 7x24�17.5 hours/year�off-site redundant everything��99.97% 7x24�2.5 hours/year�auto-failover��99.995% 7x24�0.5 hours/year�instant on-line expert readiness , standby database or Geo Mirroring��

As can be seen, the cost of availability rises substantially with each fraction increase in availability after 98%.  Therefore, serious thought needs to be given before a statement like 99.9% availability requirements is made.  It is very easy to state that we need 99% availability; whereas what you essentially mean is that you want 99% availability during your working hours for 7 days a week.  Which is entirely different than expecting system to be up for 99% of the time in a year. It is possible to design a database and application for 99.99% availability, but requires substantial investment of time and money.  To support this kind of availability, you may need to spend in redundant hardware, second site infrastructure, staff for two sites, network (T1/T2 or T3) between the sites etc.  Therefore, it is quite expensive to come up with 100% availability solution with any hardware & software component in the world. The following are the minimal questions which need to be answered to provide an idea of expected availability requirements:



Do you really want system to be up and running 24 hours a day and 7 days a week for 12 months in a year? Do you really mean it, Think Again?

Can you really not shut down the database for even one hour in a week or month for regular maintenance?

If the answers to the above questions is Yes and No, then it means that you need to plan for a mission critical system.  Which will require tremendous amount of investment in the technology and people.  Are you committed to provide resources to implement these solutions?

Otherwise, it is possible to come up with more economical solutions to support less stringent availability requirements.  



Even if the requirement is to have 99.99% availability, one should be realistic and should plan for unforeseen problems and planned maintenance.  It is highly recommended to bring your system down for preventive maintenance to avoid major future problems.    

�3. Environmental Differences of VLDB’s



Most VLDB’s now tend to run either on Symmetric Multi-Processors (SMP’s), Massively Parallel Processing Systems (MPP’s), or Clusters that can be composed of either SMP or uniprocessor nodes.

These options provide the necessary processing power by being able to do things in parallel; which is much needed by VLDB’s.



These systems also help reduce system outage frequency by providing redundant components, CPU’s in the case of SMP’s and extra independent nodes in the case of MPP or Cluster systems.  While the SMP’s CPU redundancy does not reduce downtime much  (because CPU’s tend to be an uncommon point of failure), they do provide extra capacity against runaway processes, and often SMP will integrate other hardware redundancy.  Clusters having everything independent except disks and networks will tend to react very well against node failures.  MPP are even more independent being shared nothing systems.  While each of them has their separate disk systems, it is important for any files that need to be failed-over in node failure cases to be located on twin-tailed disks�.



The parallelism of these systems can also be used to decrease their outage period by doing recovery in parallel.



4. Reducing Outage Frequency



Single component failures is what occurs most frequently.  To protect against them the overall system must have N+1 components for every N components needed for each component type. This covers everything from disks, which tend to be the most frequently failing component, networks, node components: fans, power systems (both dual entry systems as well as UPS�), and even the nodes themselves.

Disks Failures

Disk failures, which are already critical because of disks low Mean Time To Failure (MTTF), tend to be even more critical in VLDB systems.  The larger the database, the larger the amount of time it will require to restore the system from a backup. The sheer size of many VLDB systems will make this factor more important and greatly increases the frequency of disk failures (see � REF _Ref347055878 \* MERGEFORMAT �Figure 2�). Therefore, most VLDB systems need to protected from this type of failure.

Disk Failure Frequency

MTTF for 1 Disk�100,000 hours��Disk Size�2 GB�������Database Size

 (GB)�Number of Disks�MTTF

 (hours)�Failure Frequency

(days)��16�8�12,500�520.83��64�32�3,125�130.21��128�64�1,563�65.10��256�128�781�32.55��512�256�391�16.28��1024�512�195�8.14��2048�1024�98�4.07��4096�2048�49�2.03��										Figure � SEQ Figure \* ARABIC �2�



As can be seen from this table that a database of 2Tb, which is becoming very common in big data warehouse environments, has a MTTF for disk as 98 hours (which is 4 days).  Does it mean that one should expect a disk failure every 4 days - may be not.  The actual disk failure rate may be more or less than this rate.  This being the mean rate provides an insight into the probability of a disk failure (which is very high), and a designer of the VLDB needs to be very well aware of this fact.

RAID Systems

RAID systems are very good for providing fault-tolerance against a single disk failure but they will tend to come at a high performance cost or a very elevated extra hardware cost.    Levels 2 and 4 are not described as they are not often used.



RAID Level�Description�Extra Cost�Performance Change over RAID 0��0�HW Striping Only�Little�-��1�Disk Mirroring

No Stripping�100%�Lack of stripping is costly. But can speed up the small reads��0+1�Combination�100%�None, some systems even get a slight improvement by using both disks for reads and/or using the disk with the closest head to the block to be read.��3�Bit Level Redundancy � 20%�Writes are slowed down significantly, reads somewhat.  Parity disk can become a bottleneck.��5�Block Level Redundancy� 20%�Writes are slowed down significantly, reads somewhat.  Parity is distributed so it is not a bottleneck.��6�P+Q Redundancy� 40%�Large writes are slower��										Figure � SEQ Figure \* ARABIC �3�



For redundancy against double failure, either RAID 6 needs to be used, but this has a very poor performance, or an additional level of mirroring needs to be implemented.  This can either be triple RAID 1-0 mirroring (a total increase from the base cost of 300%) or mirroring of a RAID 3 or RAID 5 system (a total increase from the base cost of 240%).  This additional level of mirroring will also allow the system to ‘break a mirror’ for backup purposes while still retaining disk redundancy.  The real advantage of triple mirroring is in the on-line backups.  A typical backup and recovery strategy could be to 1. put all the tablespaces in the hot backup mode 2. Break the third mirror 3. Put all the tablespace in the end backup mode.  4.  Start the backup from the third mirror. 5. Synchronize the third mirror with the other mirrors(optional, may be kept as it is for some time for faster recovery in case of nasty corruption or rebuild). This scheme has multiple advantages at a substantially higher cost.  These advantages are 1. The amount of redo generated during hot backup is generally very high.  In this method the tablespaces are in the hot backup mode for a very short duration, therefore the amount of extra redo generated is much less which enables faster recovery if required and better manageability of the archived log files.  2.  Since the backup is done using the third mirror, hopefully on a  different controller(s), backing up doesn’t affect the other database I/O activity.  In a redundant node environment or an MPP environment, other node can be used for backup to save the CPU cycles on the main machine for the real database work. 3. While the backup is in progress (during step 4), the second mirror provides the fallback mechanism in case the main disk or the controller fails.  



There is a common misconception that RAID5 protects against the multiple disk failures. The RAID5 technology can protect against a single disk failure in the array of 5 disk at the cost of slow I/O’s.  But, if more than one disks fail in the array then RAID5 will not provide access to the remaining three disk, thereby causing that part of the database to be unavailable; which could bring the whole database down depending on the criticality of the components on that array (system tablespace etc.).  From our testing, RAID5 provides good read performance for large reads.   One should avoid  placing write intensive components of the database on RAID5 e.g., redo log files, archived log files,  temporary tablespace, rollback segments etc.  If availability is required then these components can be placed on mirrored disk.  It is advisable to use Oracle’s redo log groups then to mirror the redo log files at o/s level.  Both provide the required availability, but Oracle mirrored files are more reliable than the mirrored ones because of internal checks performed by Oracle while writing and reading from these files.

Comparisons of different RAID levels and their storage efficiency



�Small Read�Small Write�Large Read�Large Write�Storage Efficiency��RAID 0�1�1�1�1�1��RAID 1�1�1/2�1�1/2�1/2��RAID 3�1/G�1/G�(G-1)/G�(G-1)/G�(G-1)/G��RAID 5�1�max(1/G,1/4)�1�(G-1)/G�(G-1)/G��Raid 6�1�max(1/G,1/4)�1�(G-2)/G�(G-2)/G��

										Figure 4

This table provides Throughput Per Dollar Relative to RAID level 0.  Small here refers to  I/O requests of one striping unit and large refers to I/O requests of one full stripe (one stripe unit from each disk in a group).  G refers to the number of disks in an error correction group.

Node Failures

Node failures which can be caused by such things as  an o/s bugs or memory corruption are best protected by using either MPP or SMP environment.  These provide extra nodes which can take over immediately without any database downtime.  Processes that where running on the failed node will fail, but other processes should be unaffected.  Disk switch-over will occur if these are properly shared or twin-tailed.  If all the nodes data is located here then one of the other instances will take these disks over and do any session recovery as necessary.  IP switch over or TNS-Names switch over will then send all new requests to the other nodes.  The failed processes can be restarted by re-sending them and this can either be done by the users, the applications or a TP-Monitor.

Network Failures

Network failures can either be physical or logical.  To avoid downtime from a physical failure there needs to exist at least two networks with the needed capacity physically connecting all points.  These two networks should not share any components which could become a single point of failure.  In an MPP environment this may mean two high speed switches, two mesh’s, etc.   Logical failures can occur from either the network software failing or a failure of the network to pass the information through in reasonable  time.  Where the latter most commonly creates problems with the Distributed Lock Manager’s Heartbeat when other processes hog up the network. To avoid problems with this, the heartbeat time reading mechanism should long enough time before it decides it is ‘dead’ as well as having multiple routes where it can work around.

Software Failures

Software failures is the area where system administrators have the least control.  The products are developed by separately outside vendors (Oracle, Hardware etc.) of which one is never to sure of how they will interact.



To make these more reliable it is important to have a separate test system as well as ample test periods where the software can be tested outside the production environment and required patches can be applied.  Node redundancy can also help avoid outages caused by some software failures in the case where the failing software would disable only one node.

Component Replacements/Upgrades

Being able to replace/upgrade components without causing outages is most important in systems whose critical period span all 24 hours of all 7 days of the week.  In systems whose critical period falls in shorter ‘working hours’ outages for updates/replacements can be planned.



Three aspects command these replacements/upgrades to be done without causing an outage.  Firstly, component redundancy - can this system work without this component? Ideally work can be migrated off this component without interrupting it. Secondly, can the component be removed/inserted while the system is functioning?  Finally, can different versions of this component exist simultaneously?



On the hardware side the first aspect is covered by n+1 component redundancy.  The second aspect is best supplied by hot pluggable components.  Nodes, disks, CPU boards, network cards, fans, and every other component should be hot pluggable to assure changes.  In a multi-node system it may be acceptable, although not as preferable as hot pluggability, to take one node down while changes are made.  The last aspect must be checked with the hardware vendor.



Software can be harder to implement component replaceability/upgradeability.  For Oracle, the first two aspects are best covered by Oracle’s Parallel Server which allows one node to be brought down while others are still up and the software to be replaced. Most system software can be handled the same way.



5. Reducing Outage Duration

Once an outage occurs it is then necessary to ensure that 1.One can recover from this outage and 2. that the outage duration be as short as possible.  Recovery for VLDB’s is made more complex and much longer by the size of the database and by the sheer number of objects such as datafiles.  No longer can the database backup fit on one or a few tapes and even when one is able to manage such a library as 500 2 Gb tapes for a one Terabyte database, one may not be able to afford the recovery time necessary.   Yet, methods that are reliable and are able to restore and back up a system in a short time need to be found.  Fortunately,  a few new alternatives and some modifications to the traditional methods have emerged that can be used effectively for VLDB’s. These methods each have their tradeoffs in regards to reliability, time to restore, total downtime in case of failure, total post-restore slowdown in case of failure, machine resource consumption, ease of implementation, versioning ability, and cost, and thus they must be combined to achieve the maximum benefits needed for a workable solution.



Outage Reduction Needs					  Change Possible by Method

Reliability�Reliability��t•t�Great Decrease��Downtime.�Downtime (Time to Restore)��t�Slight Decrease��Backup T.�Time to Backup��u�Little or No Effect��Slowdown�Total Post-Restore Slowdown in Case of Failure��s�Slight Increase��Resource�Machine Resource Consumption��s•s�Great Increase��Ease Impl.�Ease of Implementation of Backup/Restore��N/A�Not/Applicable��Version.�Versioning Ability��U�Unknown or  Varies��Cost�Cost�����



Separating Data into Read-Only/Read-Write Tablespaces

Most VLDB systems have a lot of data that is static for long periods.  This may be anything from reference tables, data that always gets loaded and replaced completely periodically, or even historical data.  If all of this data gets separated from data that needs to be available at all times to be changed and put into read only tablespaces then these tablespaces only need to be backed up once.  Whenever the data needs to change, as for a monthly load, the tablespace can be switched back to read-write mode and back to read-only mode after the changes have been completed.  A new backup must be now taken.  



With some creative data partitioning  you could even split a table into multiple tables each in a separate tablespace. Each could then be set in read only/read-write mode independently but they could still be used a one logical table together using creating a union-all view (Oracle8 will also support static table partitioning)



An Example:

An OLTP system has a 2 Gb of reference table that can change only once a month and a 900 Gb of transactional data that is inserted every day (at a rate of 10 Gb per day) and kept for 90 days, no updates are made.



By changing the reference tables to read-only and partitioning the transactional data into 90 tables each in a different tablespace the daily backup needs are now reduced from 902 Gb to 10 Gb with an additional 2 Gb once a month.



A few other things to keep in mind: 



Read-only tablespaces are also about 10% faster to access.

There is a limit of 1024 datafile until Oracle 8.

Extra programming is required to manage the backups and build application access to the logical table.



Reliability�Downtime�Backup T.�Slowdown�Resource�Ease Impl.�Version.�Cost��u�t•t �t•t�t•t�t�t�u�t��



Rebuilding Instead of Restoring

Often it can cheaper to rebuild structures and data instead of restoring them for everything from general structures, indexed and even data.  This is especially true in VLDB where the convenience of just restoring everything gets outweighed by the time and cost of doing  so.  Temporary tablespaces do not need to be backed up and can just be recreated. Indexes can usually be rebuilt much faster than restored, specially if one is able to take advantage of Parallel Index creation.  



In most VLDB systems a much greater proportion of data tends to be created by batch processes instead of direct user interaction.  This can be everything from data that gets inputted by SQL*Loader to data that gets aggregated from other data.  For data that gets loaded from flat files these files may be backed up instead of the tablespaces or it may be possible that they can be re-acquired from the original source avoiding a backup at all.  Reloading data can also be one of the fastest way to restore a database as parallel direct path load can be used.  Aggregation data can be re-aggregated or it can be unloaded (using SQL*Plus currently or the unload utility when it becomes available) as a backup and then reloaded.  Although building and testing the scripts to do this can be somewhat complex and time-consuming it is usually something that is done to get the data in the first place and these same methods can then be used for a restore procedure.  



An Example:

A 240 Gb. data warehouse gets created monthly by loading data from compressed flat files it receives from a mainframe and creating aggregates upon this.  Since a database can be recreated in 4 hours on a 24 node SP2, it is advisable  to keep the compressed flat files around and set up as your backup strategy to recreate all database structures and then reload and re-aggregate.  This exercise can probably be done in 10-15 hours (in the worst case when everything is lost) and doesn’t cost a fortune to recover the database. 



A few other things to keep in mind:

Compression can save space but will slow down restore.

Some loading tasks, such as conversion (i.e. EBCDIC>ASCII), data selection, etc. may want to be done beforehand as this can slow the restore down or increase the size of the files to keep.  The latest available ASCII file in the load process should be kept and it may even be worthwhile to unload the data into an ASCII file after it has been loaded, validated and modified.



Reliability�Downtime�Backup T.�Slowdown�Resource�Ease Impl.�Version.�Cost��u�t�t�U�t�t�u�t��

Take Logical Backup of Areas that Have Changed or Cannot be Restored Otherwise

Most systems will always have some data that is captured directly by users into the system or is otherwise too difficult to recreate.  If this data is a small percentage of the whole system, it may be better to back it up using some form of logical backup.  This can either be done using export or some sort of an unload mechanism.  Exports are currently limited to 2 Gb on most platforms due to operating system limits on file sizes.  Although method exist to bypass this limit by piping the file to a program that will split it into chunks smaller than 2 Gb or something of the sort.  Exports & Imports also have the disadvantage that they tend to be serial operations but different tables can be exported and imported simultaneously by different export/import processes to speed up.  Loading data tends to be preferable to importing it as this can be done in parallel and direct path.  Currently unload have been pretty slow as they could only be done through SQL*Plus or similar tools, but Oracle is planning to introduce a  fast unload utility in the future version. This will allow much faster creating of flat files and could be used to perform logical backups. Logical exports also have the advantage that only tables that have been changed, or even the new rows themselves if properly set up, need to be backed up.



An Example:

A DSS system has most its data created by aggregates or directly loaded from file, but is does have 2 Gb of reference tables that get captured directly onto the system.  While the aggregates and loads can easily be redone the reference tables need to be backed up.  Instead of doing a backup of the datafiles where these reside, which may complicate matters as some tablespaces would be restored and others would not, they decide to do logical exports of these items.





Reliability�Downtime�Backup T.�Slowdown�Resource�Ease Impl.�Version.�Cost��u�u�t�u�s�t�u�t��



Reducing the Time the System is in Backup Mode

Even with changes as described above the amount of time that the system is either down (for cold backups) or slow (doing exports or being in backup mode) can be too great to be acceptable.  If the extra cost is merited then extra group of mirrors can be used to reduce this time dramatically.  This can either be using three way mirroring or mirroring of a RAID 3 or 5 system.  Whenever a backup needs to be taken the system is either brought down or put in backup mode, then one of the sets of mirrors is broken , then the system is brought back to normal while only being down for a minimum amount of time.  Backups can then be run separately from the ‘broken’ disks without affecting the functioning disks even by different nodes (in some MPP or Cluster systems) or the ‘broken’ disks could even be removed to provide a fast physical backup which can removed off-site and restored very quickly if necessary.  After a backup has been taken the ‘broken’ disks then need to be put back on-line and need to be resilvered which will require some machine capacity.



An Example:

A 2 Tb OLTP system has only ‘user created’ data and no static data in it.  No way could be found to reduce the amount of data that needed to be backed up and a restore needed to occur in less than an hour in case of failure.  It is decided to use triple mirroring where one mirror is broken daily and replaced by another set of disks.  This mirror is then recycled 24 hours later.



A few other things to keep in mind:

Not all operating systems support breaking mirrors while they are shared.

It is not recommended to resilver all disks simultaneously as this can consume to many resources, it is better to do it in smaller groups at a time.

Speed of resynch of disks and amount of system resources it consumes is very important point to  consider.



Reliability�Downtime�Backup T.�Slowdown�Resource�Ease Impl.�Version.�Cost��u�t t�t t�u�t - s�t�t�s s��



Parallelizing the Backup

What still needs to be backed up, it is important that it does occur as rapidly as possible.  To do so multiple tape units which will allow us to backup disks in parallel should be used. The best distribution being one tape unit per node in a MPP environment.  These tape units should also be able to handle the amount of data needed to be backed up at one time.  This can either be with large capacity tapes or with a tape jukebox or tape changer.  The speed with which one can get stuff off and onto tapes will generally be the determining factor in recovery time planning.  If this is too long, disks can often be used instead but many tape units are faster than disks if one plans on copying both ways, so disks should only be used if one wishes to restore by switching which disks  will be used.  The side effect of the increased tape speed over disks is that to get maximum throughput in a backup system multiple disks will have to be sent to one tape unit.  Several utilities such as Oracle’s Enterprise Backup Manager and some third party tools will do this so that one can avoid the extra programming and complexity.

6. System and Site Failure Recovery

The worst nightmare in a company’s situation is to have a massive site failure in which their whole system as well as all their backups disappear up in smoke.  Companies can protect their critical systems from this situation by doing something simple such as keeping an off-site backup or if downtime is critical keeping a standby system at some geographically separated site.  Three main methods currently exist for to do this for VLDB’s.   



A replicated databases using Oracle’s Symmetric Replication is easy to implement and allows both systems to be used simultaneously.  Its main disadvantage is that it can only do about 10-20 TPS.  But if instead of replicating individual rows, whole transactions are replicated procedurally a whole lot more of changes can be passed.  Similarly, if most data is loaded or aggregated then these can be run independently on both systems. For low transaction systems this may be one of the best solutions for high availability.



Standby databases, which get implemented by shipping redo logs from the active system to another system which is in constant recovery mode can do a much greater volume of transactions but the system in recovery cannot be used while it is in stand by mode.  Once the standby system is opened it can no longer use the redo logs of the original system and one of the two systems will have to be dumped and a new stand by created.  While this has been implemented by several customers prior to 7.3, it was not officially supported until the 7.3 release.  



Though it is recommended, implementing a standby database doesn’t mean that one has to buy two machines of same configuration and incur the double cost up-front.  It is feasible to buy a machine which has less horse power than the primary one to be used in the case of a disaster.  This definitely means that when the standby becomes primary (after primary crashes), user and work load on the now primary will have to be reduced and only critical queries or work load will be performed on the new machine to get the acceptable throughput.  This could lead to substantial cost savings while maintaining the disaster recovery scheme.  Even the two machines do not need to have the exact same directory structure.  An init.ora parameter can be set to define the mapping between the old and the new structure.



Standby database should be kept as close to the primary as possible.  This requires that the archived log files should be transferred, ideally, as soon as they are archived on the primary machine.  Because in the case of a failure of the primary, the time required to start the standby database would be directly proportional to the number of archived log files to be applied.  There are other administrative details which have to be watched for while designing a disaster backup and recovery strategy using standby databases.  



The last method is to replicate a stand-by system remotely using some geo-mirroring third party software such as Geo*CA on IBM systems.  This software operates at the kernel level synchronously replicating any disk writes to a remote disk system using some sort of two phase commit system.  It requires a very fast network and does slow down disk writes but it allows a very quick recovery from failure and does allow switching back and forth between the systems without any recreation.



This strategy has few disadvantages in terms of performance.  As every write has to be performed at two geographically dispersed locations, the write performance gets substantially affected.  This is specially eminent during the events like checkpoint or log switch, because during these events lot of write activities take place and the I/O efficiency is of paramount importance.  It also slows down the response of the transactions, because the write requests cannot be successful returned to the user process till both the I/O’s have been performed.

7. Conclusion:

With proper application of a variety of high availability and backup techniques most VLDB systems can get excellent levels of availability.  Yet this availability is costly and is not very simple to implement.   Hard decisions need to be made on downtime costs and up-time needs which will drive the backup strategy.  It is extremely important to accurately estimate the required level of availability for a particular application to minimize the time and cost of implementing  the solution.
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� Calculated by Total Hours Needed in a Week/Total Hours Available 40 / (24* 7)

� Twin-tailed disks are disks are connected by the same SCSI chain to two nodes.  Generally only one of the nodes will actively control the disk while the other has passive control over it gaining active control should the first disk fail.

� Uninterrupted Power Supplies
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